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GenomeTrakr	  is	  the	  first	  
distributed	  network	  of	  labs	  
to	  u7lize	  whole	  genome	  
sequencing	  for	  pathogen	  
iden7fica7on	  

•  15	  federal	  labs	  
•  25	  state	  health	  and	  university	  labs	  
•  20	  labs	  located	  outside	  of	  the	  U.S.	  
•  collabora7ons	  with	  independent	  

academic	  researchers	  

Allard	  MW,	  Strain	  E,	  Melka	  D,	  Bunning	  K,	  Musser	  SM,	  
Brown	  EW,	  Timme	  R.	  2016.	  Prac7cal	  value	  of	  food	  
pathogen	  traceability	  through	  building	  a	  whole-‐genome	  
sequencing	  network	  and	  database.	  J	  Clin	  Microbiol	  
54:1975–1983.	  doi:10.1128/JCM.00081-‐16.	  
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The objective:  
• with high confidence determine the placement of  an isolate 

relative to others in the GT database, construct a subtree, and 
determine a match 

Isolate 
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NCBI: 
GenomeTrakr  
k-mer tree 

The objective:  
• with high confidence determine the placement of  an isolate 

relative to others in the GT database, construct a subtree, and 
determine a match 

1) How do we efficiently cluster 
100k + samples? (NCBI)  

Isolate 
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http://www.cdc.gov/salmonella/braenderup-08-14/index.html 

NutButter Outbreak 

NCBI: 
GenomeTrakr  
k-mer tree 

The objective:  
• with high confidence determine the placement of  an isolate 

relative to others in the GT database, construct a subtree, and 
determine a match 

2) How do we accurately 
subset an approximation to 

avoid false negatives?  
(NCBI)   

Isolate 
1) How do we efficiently cluster 

100k + samples? (NCBI)  
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http://www.cdc.gov/salmonella/braenderup-08-14/index.html 

NutButter Outbreak 
2) How do we accurately 

subset an approximation to 
avoid false negatives?  

(NCBI)   

3) How do we confidently 
infer a cluster (FDA) and  
4) determine what is a 
match (FDA)?   

NCBI: 
GenomeTrakr  
k-mer tree 

The objective:  
• with high confidence determine the placement of  an isolate 

relative to others in the GT database, construct a subtree, and 
determine a match 

Isolate 
1) How do we efficiently cluster 

100k + samples? (NCBI)  
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Some terminology:  

K-mer method: The unit of  
information is a string of  bases 
and whether other genomes/
isolates contain them. 
 
(K = 9) 
Sample1: ACCTAGTACC 

 kmer1: ACCTAGTAC 
 kmer2: CCTAGTACC 

 
Sample2: ACGTACTACC 

 kmer1: ACGTACTAC 
 kmer2: CGTACTACC 

 
  Similarity = 0 
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Some terminology:  

SNP-based: Unit of  information is 
an individual position in the 
genome. Requires statements 
about homology/sequence 
alignment/read mapping. 
 
Sample1: ACCTAGTACC 
Sample2: ACGTACTACC 
 
 
 
 

Similarity = 0.8 

K-mers: The unit of  information 
is a string of  bases and whether 
other genomes/isolates contain 
them 
 
(K = 9) 
Sample1: ACCTAGTACC 

 kmer1: ACCTAGTAC 
 kmer2: CCTAGTACC 

 
Sample2: ACGTACTACC 

 kmer1: ACGTACTAC 
 kmer2: CGTACTACC 

 
  Similarity = 0 
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Some background:  
Reference-based variant detection 

Mapped Reads 

Reference Genome 
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http://blog.goldenhelix.com/wp-content/uploads/2012/09/CG_variant_caller.png 

Some background:  
Reference-based variant detection 

SNP 
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NCBI: 
GenomeTrakr  
k-mer tree 

How do we efficiently cluster 
100k + samples?  

 
First make sure data being 

submitted is of high quality. 

Isolate 
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CFSAN PT analysis: 
(validating performance of  GT labs and ensuring quality of  data in GT db) 



13

NCBI: 
GenomeTrakr  
k-mer tree 

How do we efficiently 
cluster 100k + samples?  

 
With a k-mer method. 

But which one?  

Isolate 
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Which method for clustering 100k isolates returns the expected serotype designation? 

Pettengill et al. 2016. PLoS One 
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NCBI  
k-mer tree 

Most accurate but 
most computationally 

intensive 

Pettengill et al. 2016. PLoS One 
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NCBI: “Clusters are formed…using pairs with k-mer distance at 
most 0.1…that threshold is large enough that no pair with very few 

high-quality SNPs between them will be excluded” 
ftp://ftp.ncbi.nlm.nih.gov/pathogen/Methods.txt 

2) How do we accurately 
subset an approximation to 

avoid false negatives?   
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http://www.cdc.gov/salmonella/braenderup-08-14/index.html 

NutButter Outbreak 

3) How do we confidently 
infer a cluster (FDA) and  
4) determine what is a match 
(FDA)?   
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CFSAN SNP Pipeline: 

Bowtie2: 
Align samples to reference

Samtools: 
Generate pileups

Varscan: Call variants

Custom Python script:
Generate merged SNP list

snplist.txt

Custom Python script:
Generate SNP matrix

snpma.fasta

At each step there are 
(often many) parameters 
to be set that determine 
the robustness of  the 

variants detected 
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Validation exercise of  CFSAN SNP Pipeline: 
 Create mutated genomes where variants are known 

Table 2 Performance metrics for CFSAN SNP Pipeline based on the analysis of 1,000 mutated
genomes generated with CFSAN SNP Mutator. Within each genome, 500 SNPs, 20 insertions, and 20
deletions were introduced.

20⇥ coverage 100⇥ coverage

True positives 493,857 (0.988) 494,844 (0.990)

True negatives 4,298,658 4,298,657

False negatives 6,143 (0.123) 5,156 (0.103)

False positives 4 (8.34 ⇥ 10�7) 5 (1.04 ⇥ 10�6)

Deletions called as gapsa 1,048 1,051

Gaps inferredb 6 2

Insertions called as SNP 0 0

Notes.
a Number of gaps that were inferred when that position was also mutated to a SNP in the CFSAN SNP Mutator program.
b Number of novel gaps that were inferred by the CFSAN SNP Pipeline. These positions were not mutated (as a SNP or

otherwise) by the CFSAN SNP Mutator program.

Table 3 Explanations for the 6,143 and 5,156 false negatives within the 20⇥ and 100⇥ datasets,
respectively.

20⇥ coverage 100⇥ coverage

Coverage < 8 923 13

Consensus frequency < 0.9 4,800 4,991

Coverage < 8 & Consensus frequency < 0.9 63 2

Coverage > 8 & Consensus frequency > 0.9 285 140

Consensus = reference 185 109

Consensus ! = reference 100 31

Failed strand filter 98 31

VarScan identifies variant positions within one sample that have not been detected in the
other (due to a lower coverage (8x) or consensus frequency (0.9)). However, the actual
nucleotide state found in the SNP matrix for such positions is called for both samples using
our consensus caller.

The results from analyzing the genomes created by CFSAN SNP Mutator illustrate
that the CFSAN SNP Pipeline has high true positive and true negative rates and low false
positive and false negative rates (Table 2 and Fig. 2). The amount of coverage within the
dataset did have some impact on the results but diVerences in performance were on the
order of tenths of a percent. Not surprisingly, there is higher recovery rate of SNPs and
a lower false negative rate within the 100⇥ dataset compared to 20⇥ . Looking closer at
the causes for missed SNPs (false negatives), the vast majority of them within each dataset
are due to a lack of consensus among reads where the frequency was below 0.9 (Table 3);
as expected, failure to detect a SNP due to low coverage was higher in the 20⇥ dataset.
There were only 4 and 5 false positives detected in the 20⇥ and 100⇥ datasets, respectively
(Fig. 2). The majority of false positives occurred at deletions that were a substitution in
another sample (Table S1). For those samples with the false positive, the coverage at the
deletion was only one. This leads to calling an incorrect nucleotide state rather than a
gap because there is no threshold coverage in the consensus caller. This raises the caveat

Davis et al. (2015), PeerJ Comput. Sci., DOI 10.7717/peerj-cs.20 6/11
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False negatives are 
not random across 
the genome 
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‘False positives’ are also not random – need for SNP density filter 
 
VCF (variant call format) file 
Reference Contig                                 Position 
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NGS-Based Surveillance 
(w/ NCBI Pathogen Detection) 
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CFSAN vs NCBI SNPs 
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In practice: An example of  CFSAN Regulatory Genomics Workflow: 
(automated workflow of  python/shell scripts configured to run on local HPC) 

1.  Request from Office of  
Compliance regarding LM001 
that was isolated from facility F1 
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1.  Request from Office of  
Compliance regarding LM001 
that was isolated from facility F1 

2.  Query NCBI Pathogen ftp 
directory to find what NCBI 
SNP cluster contains LM001  

Returns NCBI 
SNP Cluster 

PDS001 

In practice: An example of  CFSAN Regulatory Genomics Workflow: 
(automated workflow of  python/shell scripts configured to run on local HPC) 
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1.  Request from Office of  
Compliance regarding LM001 
that was isolated from facility F1 

2.  Query NCBI Pathogen ftp 
directory to find what NCBI 
SNP cluster contains LM001  

Returns NCBI 
SNP Cluster 

PDS001 

3.  Run CFSAN SNP Pipeline with all SRAs 
(stored locally) in PDS001 and using 
LM001 as reference (complete or draft) 

Returns filtered fasta matrix 
snpma_preserved.fasta 

In practice: An example of  CFSAN Regulatory Genomics Workflow: 
(automated workflow of  python/shell scripts configured to run on local HPC) 



28

1.  Request from Office of  
Compliance regarding LM001 
that was isolated from facility F1 

2.  Query NCBI Pathogen ftp 
directory to find what NCBI 
SNP cluster contains LM001  

Returns NCBI 
SNP Cluster 

PDS001 

3.  Run CFSAN SNP Pipeline with all SRAs 
(stored locally) in PDS001 and using 
LM001 as reference (complete or draft) 

Returns filtered fasta matrix 
snpma_preserved.fasta 

4.  Run GARLI to infer a tree 
(10 reps/1000 bootstrap 
reps) 

Returns tree with annotated 
tips and ordered distance 

matrix 
 
 
 
 
 
 
 

In practice: An example of  CFSAN Regulatory Genomics Workflow: 
(automated workflow of  python/shell scripts configured to run on local HPC) 
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Summary: 
1.  How do we efficiently cluster 100k + samples?  

– K-mer tree inferred by NCBI, which uses a widely accepted method (Jaccard index) and has 
been shown to reliably predict serotype 

–  PT being conducted ensures data being deposited is of  high quality 

2.  How do we accurately subset an approximation to avoid false negatives?  
–  Ensure that k-mer distance is large enough 

3.  How do we confidently infer a cluster? 
–  CFSAN SNP Pipeline (PeerJ Computer Science paper) 
–  SNP density filter/custom consensus caller/QC-ed reference 

4.  Determining what is a match?   
–  Dr. Arthur Pightling 
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